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[1] EfficientNet: Rethinking Model Scaling for Convolutional Neural Networks
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更大更强的处理器
（锗基材料，量子计算）

模型压缩与稀疏化
（更高效的算法，软硬件协同）
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Medical imaging

Auto-driving Speech/Voice

Face-recognition

Social NetworkingLiDAR data
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当人类看到眼前物体时，我
们的神经系统：
• 不会处理所有像素；
• 关注主要物体；

当人类识别一只猫时，我们：
• 不会仔细检查每一个毛发的
纹理；

• 简单的几何边缘足以识别；
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Sparsity 

Types

Data 

Structure
Sources Percentage of Sparsity Speedup Potential

Static

Sparsity
Weight 1x~50x

Dynamic

Sparsity

Activation 1x~10x

Gradient 1x~10x



权重稀疏



Data set: PTB, a language model

1 Million training words, 

73k validation words, 

82k test words

Model: 2-layer LSTM model, 

LSTM size = 1500

near zeros



稀疏化
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<50% 最大值



Train Connectivity Prune Connections Fine-tuning

？

ෝ𝑤 ← 𝑎𝑏𝑠 𝑤

𝑖𝑓 ෞ𝑤𝑖 ≤ 𝑇ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑

𝑤𝑖 ← 0



78

79

80

81

82

83

84

85

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

Pruning Pruning+RetrainingOriginal

Parameters Pruned Away

M
o

d
e
l 
L
o

ss

sweet

spot

sweet

spot





传统方法：
人工选取特征

深度学习：
自动学习特征







[3] AMC: AutoML for Model Compression and Acceleration on Mobile Devices





𝐿1:

𝐿2:



[2] Soft Weight-Sharing for Neural Network Compression





1. Train Connectivity

2. Prune Connections

3. Train Weights

ෝ𝑤 ← 𝑎𝑏𝑠 𝑤

𝑖𝑓 ෞ𝑤𝑖 ≤ 𝑇ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑

𝑤𝑖 ← 0

高度非规则的矩阵形状

Sparsity = 50%~90%







不规则 规则

细粒度 粗粒度
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难以加速 容易加速

精度高 精度低
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Efficient and effective sparse LSTM on FPGA with bank-balanced sparsity

Balanced sparsity for efficient DNN inference on GPU
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(a) 细粒度剪枝 (b) BBS (我们的方法) （c）粗粒度剪枝

Bank 0 Bank 1
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Very close





激活稀疏
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• 稀疏度 : 40% ~ 90%

• 稀疏性同时存在于输入和输出特征图
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特征图上的激活稀疏度不是均匀分布的



SBnet: 借助外部信息给特征图施加方形掩码





梯度稀疏





通过梯度稀疏降低分布式训练的通信代价

[] Deep Gradient Compression: Reducing the Communication Bandwidth for Distributed Training



量化/低比特运算



符号位 数值位

1-bit 31-bit

符号位 指数位 尾数位

1-bit 8-bit 23-bit

1.111111111111111111111111.0



实数集

浮点数表达

实数集

整数表达





Min: -0.17 Max: 0.21

Min: 0x00 Max: 0xFF

𝑥 =
0−(−0.17)

0.21−(−0.17)
× 256

=144 

= 0x72





Conv2D

Conv2D

(fp32)



Conv2DQuantize De-quantize



三值网络

quantized ternary weights:







实数运算

Tensorflow 8-bit 运算







Inference

Layer 1 

weights ∆W_𝑙𝑎𝑦𝑒𝑟2
Layer 2 

weights ∆W_𝑙𝑎𝑦𝑒𝑟1

Softmax

Tensor

Operator

(layer 1)

Gradient

tensor

Gradient

operator

(layer 1)

Back-propagation

Auto-differentiate by framework (TF/Pytorch/etc.)

1 Iteration: a basic learning step

Training: 100~100000 Iterations

Data
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Inference

Data

Layer 1 

weights ∆W_𝑙𝑎𝑦𝑒𝑟2
Layer 2 

weights ∆W_𝑙𝑎𝑦𝑒𝑟1

Softmax

Back-propagation

Sparse inference/backprop

saves computation
1

Sparse matrix encoding

saves storage
2

Sparse matrix encoding 

saves communication3

1 1

2
Layer 1 

weights ∆W_𝑙𝑎𝑦𝑒𝑟2
Layer 2 

weights ∆W_𝑙𝑎𝑦𝑒𝑟12

3
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neuron pruning is conducted offline
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Data

Layer 1 

weights ∆W_𝑙𝑎𝑦𝑒𝑟2

Layer 2 

weights ∆W_𝑙𝑎𝑦𝑒𝑟1

Softmax

Inference Back-propagation
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